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Abstract

Multimodal learning beyond two modalities commonly leverages a specific modal-
ity (e.g., text) to bind other modalities. However, how to establish a more balanced
representation space that approximates shared semantics while respecting the
holistic geometry of n-modal data remains challenging. In this work, we present
BaryBind, which aims to transport the specific modality towards the Wasserstein
barycenter (WB) optimized across all modalities and introduces a volumetric align-
ment objective to establish a unified semantic space around the WB embedding.
Specifically, we project specific modalities to the WB, which minimizes the aver-
age Wasserstein distances to multimodal distributions and serves as the anchor for
subsequent alignment. We then construct a barycenter simplex, whose volume is
taken as a similarity metric for global alignment centered at the WB. Experiments
show that BaryBind achieves competitive performance in text-video-audio retrieval,
classification, videoQA, and cross-modal generation tasks, along with robustness
under modality absence and scalability to more than three modalities. €)
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Figure 1: BaryBind learns the multimodal Wasserstein Barycenter (WB) of all modalities via WB
optimization, and the WB serves as the anchor to bind modalities via volumetric alignment based on
the barycenter simplex volume. Notably, BaryBind yields more balanced multimodal retrieval results
and enables TA2I generation that well preserves both text and audio semantics.

1 Introduction

Multimodal learning [3] seeks to integrate and process heterogeneous signals from multiple modalities
(e.g., vision, language, audio, depth, etc.) to build a coherent perception of the surrounding world.
Since multimodal data are heterogeneous observations of a shared underlying reality/object, recent
multimodal learning methods [42, 20] learn a shared representation from different modalities. In this
field, the success of CLIP [42] in aligning unified vision—language representations via contrastive
learning has sparked the adoption of contrastive losses as an appealing solution for multimodal
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Figure 2: The t-SNE comparison of multimodal embeddings on the zero-shot VGGSound
dataset [8]. Compared to VAST [9], BaryBind induces a latent space where class clusters are clearly
separated, and multimodal embeddings are grouped around the WB embeddings.

representation learning. However, traditional contrastive losses, e.g., InfoNCE [40] and BYOL [17],
are formulated in a pairwise fashion for n = 2 cases typically arising from two modalities such as
image—text [42, 20] or audio—text [18, 14] scenarios.

While scaling to n modalities (n > 3) poses significant challenges, a series of recent works [67, 60]
originating from ImageBind [16] leverage the binding property of a modality-specific anchor (e.g.,
image or language) to align other modalities via pairwise losses. Recently, VAST [9], GRAM [12],
Triangle [11], and Symile [44] relied on global similarity objectives that align n modalities to a
designated central modality, also known as the modality-specific anchor. However, such anchors can
introduce modality biases, inducing an imbalanced representation space that deviates from the shared
underlying semantics, with one modality dominating the representation space. This can be observed
in Fig. 1b, where the VAST model exhibits a large gap in Recall@ 1 between the text-to-video and
video-to-text tasks, indicating potential asymmetry in cross-modal alignment.

To alleviate this issue, we are motivated by the view that multimodal data, though captured by hetero-
geneous sensors, reflect a shared underlying reality/object. Therefore, multimodal representations can
be interpreted as modality-specific transformations of a shared representation that encodes semantic
consensus. With this insight, we propose BaryBind that aligns multiple modalities to the Wasserstein
Barycenter (WB) anchor, which defines a distribution that minimizes the average of Wasserstein
distances to all multimodal distributions. As shown in Fig. la, the WB is optimized across all
modalities via the multimodal WB optimization process and then utilize as the anchor for subsequent
alignment, aiming to mitigate modality-specific bias and encourages semantic consensus (Fig. 2).
Based on the WB anchor, we further introduce a volumetric contrastive loss defined on the volume
of a barycenter simplex, which quantifies the global alignment of n-modal data. By contrasting the
simplex’s volume (Fig. 1a), BaryBind aligns modalities to the barycenter while preserving the holistic
geometry within n-modal data. Interestingly, with the barycenter-based alignment, we observe that
BaryBind substantially alleviates the imbalance across modalities, reducing the T2V/V2T retrieval
gap by 3.1% compared to VAST [9] (Fig. 1b), and induces a latent space where modalities of each
class are consistently clustered around the WB embeddings (Fig. 2).

The main contributions are highlighted as follows:

* Method: We propose BaryBind, which transports the specific anchor to the WB that mitigates
modality bias as the geometric semantic center. Multimodal embeddings are aligned to the WB via
a volumetric alignment objective, enabling balanced multimodal understanding.

* Theory: We develop an optimal transport (OT) duality-based optimization framework and error
bounds for approximating the Wasserstein barycenter of multimodal representations. Meanwhile,
we establish a barycenter simplex, whose volume serves as a global similarity metric and extends
the insights of measuring n-modal alignment.

» Performance: BaryBind achieves balanced state-of-the-art performance in cross-modal retrieval,
generation, multimodal classification, and videoQA tasks across diverse datasets. Notably, Bary-
Bind shows unique robustness under modality absence and scalability to three or more modalities.
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Figure 3: BaryBind establishes unified representation space through two processes: 1) The WB
optimization process transforms modality-specific initializer mg into the WB anchor b, in which
the WB map T} is optimized by minimizing the average of Wasserstein distances to all multimodal
distributions Py. 2) The volumetric alignment process utilizes the WB anchor to induce a barycenter
simplex, whose volume is contrasted to achieve global alignment to the WB embedding.

2 Related Works

Multimodal representation learning. Multimodal representation learning seeks to align heteroge-
neous modalities into a shared semantic space. CLIP [42] initiates this paradigm with image—text
contrastive learning, followed by audio extensions such as AudioCLIP [18], CLAP [14], and LAION-
CLAP [61]. WavCaps [36] constructs a large-scale audio captioning dataset to support audio—language
retrieval. To scale beyond two modalities, ImageBind [16] introduces a pivot-based strategy, aligning
each modality to the vision anchor. LanguageBind [67], UniBind [33], GRAM [12], Triangle [11],
and LCO-EMB [62] extend alignment to language anchors, adopting unique volume-based contrastive
losses. OmniBind [60] aligns pre-trained unimodal experts via pairwise losses. VAST [9] fuses
modalities into a shared space but still relies on text-centered supervision.

In contrast, BaryBind alleviates the dominance of the specific anchor modality by explicitly trans-
forming it into the shared WB, which is optimized as the barycenter of all multimodal distributions
and acts as the refined anchor. It further leverages a barycenter-anchored volumetric contrastive loss
that enables global alignment to the WB embedding, thereby establishing a more balanced semantic
space centered at the WB embeddings.

Wasserstein barycenter. The WB [, 4] defines an averaging distribution that minimizes the
weighted sum of Wasserstein distances [52, 7, 41] to input measures, preserving mass structure and
OT-grounded geometry. This formulation has shown effectiveness on heterogeneous supports and
has been applied in generative modeling [13] and domain adaptation [5]. Recent works estimate
high-dimensional barycenters via deep dual formulations, including ICNN-based cycle-consistent
models [25], neural OT maps [23, 50, 51, 49], and energy-guided potentials [24]. We extend this
perspective to construct a barycenter-aligned joint space for multimodal alignment, bridging optimal
transport with multimodal representation learning.

3 Method

Overview. In this work, we introduce BaryBind that aligns multiple modalities to the WB and
suggest a volumetric alignment objective to establish a unified representation space. The overview is
presented in Fig. 3, where the WB optimization process (§3.2) learns a transformation from specific
modality to the WB, which serves as the alignment center. The volumetric alignment process (§3.3)
enables global alignment to the WB anchor by contrasting the volume of the barycenter simplex.



3.1 Preliminaries

Notation. Let K = {1,..., K} for some K € N. For a sequence e, ..., ex, we denote by e1.x
the tuple (e, ..., ex). Let ¥ € R4, Y ¢ RY, and X, C R% be compact subsets of Euclidean
space. Denote by C(X') the space of continuous real-valued functions on X, and by P(X) the set of
probability measures supported on X. Given P € P(X) and Q € P(Y), we write II(P, Q) for the
set of transport plans between them, i.e., all joint distributions on & x ) whose marginals are P and
Q. The notation (-, -) denotes the cosine similarity over features.

Optimal transport. Given two distributions P € P(X) and Q € P()), along with a cost function
c: X x Y — Ry, the classic optimal transport (OT) problem [21] aims to find a joint distribution
m € II(P, Q) that minimizes the expected transport cost:

OT(B.Q) 2 inf  Eyypnr efay)]. (1)

The specific choice of c(x,y) = ||z — y|| yields W(P, Q) = inf cri(p,0) E(z,y)~r |2 — ¥l known
as the Earth-Mover or Wasserstein distance.

Wasserstein barycenter (WB). Given distributions P, € P(X}) for k € K and a vector A € RE+!
of non-negative weights A\; summing to 1, the WB problem seeks the distribution QQ that minimizes
the weighted sum of Wasserstein distances to the fixed marginals P1.x:

K

inf )\kW(IF)k7 Q) (2)
QePY) 1

We apply the WB formulation to the multimodal latent space M, where the encoded features of the
k-th modality lie in a subspace M, and follow a distribution IP;,. The WB approximates the geometric
consensus of semantics as it models the “closest” distribution to all multimodal distributions.

3.2 Multimodal Wasserstein Barycenter Optimization

Let Py, be the distribution of encoded features m; € My C M for modality k& € K, defined in
the multimodal latent space M C R”. my denotes the anchor modality feature. The WB space is
defined as M g := supp(Q) where Q denotes the WB distribution and M g contains the barycenter
features b. Given the distributions P;. i, our goal is to establish the barycenter space (Mg, Q) and
use it as the joint representation space for multimodal alignment. Based on the WB formulation (2)
over multimodal latent space, the multimodal WB problem can be written as

K
Liwn =  inf AWV (Pr, Q). 3
MWB QG%I(IMB); W (Pr, Q) 3)

This formulation induces a barycenter distribution that minimizes the average of Wasserstein distances
to all modalities. However, directly optimizing (3) is highly intractable. Therefore, we deduce a new
dual reformulation (see Appendix A.1) with sup-inf objective as follows.

Proposition 3.1 (Duality of multimodal WB problem). The infimum value Ly of the multimodal
WB problem (3) can be expressed as

K
Lirwg =  sup inf > XN E_ [[lms — b — fu(b)], 4)
Sidefi=0 QEP(Mp) 7y

where the supremum is taken over the potentials f; : M p — R. We aim to learn the distribution Q
by sampling WB embedding b = T'(my) via a trainable WB map Ty(-) : My — Mp. Here, mg
represents the WB initializer, empirically selected as the arithmetic mean of all available multimodal
features, i.e., gy = m,; and can also be chosen as any modality (see ablation in Appendix B.7). We
parameterize Ty using an MLP. To ensure the congruence > e Sr = 0[26], we parameterize the

potentials f,, as g., — Zfil \ig.; with two-layer MLPs g,,, : R” — R, which is a common trick
used in [26, 23, 24].



Multimodal Wasserstein barycenter (MWB) loss. With this parameterization, we rewrite (4) as a
max-min objective of the MWB loss Lyrwp, which can be optimized to compute the barycenter map
Ty for approximating the WB:

maxmein {ﬂMWB w1k, 0 Z M E[llmi — To(mo)ll — fu, (To(mo))] } o)

w1 K my ~Pg

To solve the problem (5), we train Ty and f,, ., by alternately maximizing over wi.x and minimizing
over 6 in the MWB loss, in which we estimate the expectation using mini-batch data at each training
step. During the optimization, all modalities jointly update the barycenter, ensuring that no single
modality dominates and that the modality bias is reduced. Then the WB embedding is computed as
b = Ty(my), serving as the anchor for subsequent alignment.

We also establish the error bounds for the map 7" with the following simplified notations:
f(fl:KvT) = EI\/IWB(fl:KaT)v £(flK) = inf -F(fl:K7T)a ‘C* = E*I\/IWB' (6)
T:M%MB

Theorem 3.2 (Error analysis via duality gaps for the barycenter distribution). Let C', be any transport
costs. Assume that the maps b — Ci(my,b) — fi.(b) are -strongly convex for my, € My,
k €0,...,K}. Consider the duality gaps for an approximate solution (f1.x,T):

E1(fun, T) £ F(Fux, T) = Lf1x),  E(frr) & L7 = L(Frx), @)
Then the following inequality holds:

_ 4
W2 (T#PO,Q*) < B(é’l +&). 8)

The proof is provided in the Appendix A.2. This theorem ensures that the Wasserstein distance

between the estimated distribution 74Py and the true barycenter Q* is upper-bounded by the sum
of these two errors. In our setting with Euclidean cost, this local condition can hold when the
learned neural potentials are sufficiently smooth. In practice, regularization (e.g., weight decay) can
improve the smoothness of neural potentials, and our experiments demonstrate the effectiveness of
the proposed Wasserstein barycenter solver. Our experiments also demonstrate that the WB solver
performs well with Euclidean cost.

3.3 Barycenter-anchored Volumetric Alignment

To bind modalities to the WB anchor while preserving the global structures of K-dimensional
multimodal data, we introduce a geometric structure called the barycenter simplex. As illustrated in
Fig. 3, the simplex takes the WB embedding b as the apex and is spanned by the vectors from the
origin to b and the modality-to-barycenter gap vectors 7, = b — my, for all modalities my, (kK > 1).
Owing to its unique composition, the simplex volume quantifies two aspects of multimodal features:
(1) the global alignment to the barycenter, and (2) the inter-modality discrepancy across modalities.

Given the WB embedding b (i.e., the vector from the origin to the barycenter) and gap vectors {7y},
(i.e., the vectors from each modality to the barycenter), we define the matrix R = (b, ry, -+ ,7k)
as the set of vectors spanning the barycenter simplex, whose square of volume can be computed
according to Gantmacher [15] as:

<b7 b> <b’ 7‘1> T <ba TK>

(ri,b)  (ri,r1) -+ (ri,7rK)
V2(b,r1.5) := V3(b,71,--- ,7x) = det(RTR) = : : . : .9

(rg,b) (rg,r1) -+ (rg,rx)

Barycenter-anchored volumetric contrastive (BVC) loss. We propose the barycenter-anchored

volumetric contrastive (BVC) loss that contrasts the volume of the barycenter simplex. Given

multimodal embeddings {7711 - mg() B |, where B is the batch size and m(() " is the anchor, the

WB anchor is computed by b(") = Tg(mé )), and the modality-to-barycenter gap vectors are defined

as 7°1 K {r . ,r&?}. We treat each (b("), 7’51)1() as a positive pair, and construct two sets of



negative pairs: (i) by fixing b(") and pairing it with rﬂ( j # 1, and (ii) by fixing rY)K and pairing it
with b; for j # 4.

The BVC loss contrasts small volumes for positive pairs against large volumes for negative ones:

exp (~V(o, {0 /7) g (~ve@, /)
- og ——
S exp (<VOO,r0)/7r) e (<0, r{0)/7)

where V (b, r1.x ) denotes the volume of the barycenter simplex formed by the WB and modality-to-
barycenter gap vectors, whose square is computed as (9). The BVC loss binds multiple modalities to
the shared WB embedding, ensuring a more holistic and accurate alignment of n-modal data.

Lpvc = —E |log

3.4 Training Loss

To further guide the training process following VAST [9], we employ a data-anchor matching (DAM)
loss that distinguishes matched and mismatched data pairs:

LoaM = Ebmy. 1)~ (@,Prx) [V 108 P (b, M1 1) + (1 — y) log(1 — p (b, my.x))]. (11)

To produce binary predictions p,,,, the modality-specific anchor data are fed into the anchor encoder
and integrated with the concatenated non-anchor features m.x by cross-attention layers. Then the
output feature is passed through a two-layer MLP to generate the output probability.

The overall pre-training objective £ combines the three losses, Lyws, Leve, and Lpawm, as follows:
L := Lyws + a1Lpvc + a2Lpam- (12)

Particularly, the potentials f,, , in Lyws are optimized via maximization, and are trained in an
alternating manner against the minimization of the remaining networks. The training pipeline in
summarized in Algorithm I in the Appendix B.1.
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Figure 4: Visualization of multimodal embeddings before alignment (left) and after applying TV
+ TA cosine-based alignment (middle) and the proposed BVC alignment (right). The BVC loss
promotes convergence of embeddings towards the WB anchors, forming compact clusters around the
WB embeddings, which highlights improved balanced multimodal alignment.

Visualization of multimodal embeddings before and after alignment. To intuitively illustrate
the effect of our barycenter-based alignment, we visualize the embeddings of three categories (cat
meowing, sea waves, tapping guitar) across audio, text, and vision modalities from VGGSound
[8], as shown in Fig. 4. Without alignment (left), embeddings of different modalities are scattered,
exhibiting notable modality gaps within the same class. Incorporating pairwise alignment (middle)
improves class clustering but still reveals modality separations. In contrast, with our BVC loss (right),
embeddings of all modalities converge around their class-wise Wasserstein barycenters, leading to
compact intra-class structures and reduced inter-modality discrepancies. This clearly demonstrates
that the volumetric constraint effectively promotes balanced alignment around the WB embeddings.



4 Experiments

4.1 Experimental Setup
We adopt VAST [9] as the backbone, with BERT-

Table 1: Zero-shot video/audio classification re-
sults on VGGSound5K. Results from our baseline
VAST and the proposed BaryBind, and the perfor-
mance gains are highlighted accordingly.

B for text, BEATSs for audio, and EVA-CLIP-
ViT-G [48] for visual encoding. In total, the
model comprises approximately 1B parameters

(see Appendix B.11 for computational over-
head analysis). Unlike VAST, we discard its

dalitv fusion 1 dintrod lichtweich Method Modality Acc@1 Acc@5

MLPs for barycenter optimization, Following  MEeBme L6l AT 316 %87
. ImageBind [16] \" 37.9 65.9
the setting of GRAM [12] and Triagnle [11], LanguageBind [67] A 34.1 62.8
we continue pretraining based on VAST using LanguageBind [67] v 39.6 64.5
our proposed loss functions on the VAST150k ~ GRAMI[I2] v 41.6 74.3
dataset [9]. VAST [9], GRAM [12], Triangle g}i‘aﬁlg‘fe[gf}] PN o
[11], and PMRL [31] adopt the same architec-  OmpiBind [60] A 417 708
tures and training strategy for a fair comparison. ~ OmniBind [60] Y 454 732
7 18 0.07 and the trade-off parameters in (12) OmniBind [60] A+V 46.2 76.2
are setas o = 1, a2 = 0.1 (see Appendix B.9 VAST [9] A 40.3 71.7
for sensitivity analysis). The barycenter weights ~ VAST [9] \ 46.3 721
A (k € K) are uniformly set as 1/K, where VAST [9] A+V 43.1 796

n is the number of modalities. The compared  BaryBind A 457¢s4 7520635

methods are implemented under identical exper- ~ BaryBind v 48.3¢20) 764037

BaryBind A+V 55.6+7.5  83.4(:33

imental conditions.

We use benchmarks spanning diverse modalities to evaluate the BaryBind’s capability in multimodal
understanding across retrieval and classification tasks. These benchmarks include: (i) three-modality
datasets DiDeMo [2] and ActivityNet [6], where video serves as the primary modality while audio
and text provide auxiliary cues; (ii) four-modality datasets MSR-VTT [65] and VATEX [56], covering
video (V), audio (A), text (T), subtitles (S) and we additionally introduce depth (D) modality, which
is derived using ChronoDepth [45] and integrated via an additional lightweight head attached to the
vision encoder; and (iii) audio-centered dataset VGGSound [8], where audio plays the dominant
role and complementary information is also available in visual and textual forms. T-VAS denotes
that the WB embedding is derived from the text, while the concatenated VAS embeddings serve as
the condition. More details, evaluations on multimodal tasks, covering video-QA and cross-modal
generation, and ablation studies are provided in Appendix B.2.

4.1.1 Zero-shot video/audio classification

We first evaluate BaryBind on VGGSound5K to assess its multimodal understanding ability in the
zero-shot setting, particularly when jointly modeling video and audio signals. As shown in Table 1,
BaryBind achieves the best top-1 and top-5 accuracy across all modality configurations, which verifies
its strong generalization ability across modalities. It reaches (55.6%/83.4%) on the classification
integrating video and audio, significantly outperforming the VAST baseline (48.1%/79.6%) and other
competitors such as OmniBind (46.2%/76.2%), GRAM (42.3%/74.5%). The substantial gains with
A+V highlight the enhanced holistic semantics understanding, enabled by the BVC loss that preserves
the global geometry of n-modal data.

On the other hand, BaryBind improves the performance of the weaker audio-only modality classifica-
tion (A) from 40.3% (VAST) to 45.7% for Acc@1, indicating its ability to alleviate under-optimization
of weaker modalities. These results confirm that BaryBind learns a more balanced semantic space via
our barycenter-based alignment strategy.

4.1.2 Cross-modal retrieval

We evaluate BaryBind on zero-shot text-to-video (T2V) and video-to-text (V2T) retrieval across
four benchmarks. As shown in Table 2, BaryBind consistently achieves state-of-the-art results under
all modality configurations. For instance, under the T-VA setting, it achieves 56.1 and 54.0 R@1
on DiDeMo (T2V/V2T), outperforming all prior methods. With T-VAS, BaryBind further sets new
records on MSR-VTT and VATEX, demonstrating strong retrieval performance across both directions.



Table 2: Zero-shot text-to-video (T2V) and video-to-text (V2T) retrieval results in terms of Recall at
1 score (R@1). Results from our baseline VAST and BaryBind are highlighted accordingly.

Methods Modality MSR-VTT DiDeMo ActivityNet VATEX
T2V V2T T2V V2T T2V V2T T2V V2T
X-CLIP [35] Y 46.1 46.8 452 423 443 42.6 - -
ImageBind [16] -V 36.8 - - - - - - -
ViCLIP [58] Y 424 41.3 18.4 279 15.1 24.0 - -
VideoPrism-b [66] -V 51.4 50.2 - - 49.6 479 62.5 77.1
LanguageBind [67] Y 44.8 40.9 39.9 39.8 41.0 39.1 - -
InternVL [10] -V 46.3 42.4 43.7 422 45.1 424 66.8 69.3
OmniBind [60] Y 474 452 435 42.6 443 40.8 - -
NarVid [19] TV 51.8 50.3 52.4 50.5 51.8 46.6 73.8 76.3
Video-ColBERT [43] Y 51.9 48.8 51.7 50.1 52.7 47.8 72.4 73.7
VAST [9] T-VA 49.3 43.7 49.5 48.2 51.4 46.8 80.0 71.3
VAST [9] T-VAS 50.9 479 - - - - 82.1 78.7
VAST [9] T-VASD 51.2 48.3 - - - - 82.4 79.2
GRAM [12] T-VAS 54.2 51.6 - - - - 83.2 81.9
GRAM [12] T-VASD 54.9 51.3 - - - - 83.8 82.1
Triangle [11] T-VA 54.8 51.9 54.6 522 59.6 54.4 84.0 80.1
PMRL [31] T-VAS 54.6 51.4 50.6 484 56.0 49.6 80.5 75.2
BaryBind TV 54.2 52.0 54.8 52.9 59.3 52.8 82.9 80.4
BaryBind T-VA 56.1 53.6 56.3 54.0 60.6 57.2 84.7 81.8
BaryBind T-VAS 57.1 53.8 - - - - 85.5 84.3
BaryBind T-VASD 57.8 54.6 - - - - 86.1 85.4
InternVideo2-6B [59] T-VA 54.9 49.1 55.7 51.6 61.2 52.8 82.7 76.4

Table 3: Text-to-audio (T2A) and audio-to-text
(A2T) R@]1 retrieval results on AudioCaps w/
and w/o audio during training.

Table 4: Multimodal event classification on VG-
GSound5K w/ and w/o video during inference
when training with audio and video.

Method Training modality T2A A2T Method Inference modality Acc@1 Acc@5
VAST 32.1  26.1
VAST 48.1 79.6
GRAM 332 274 GRAM 423 76.4
Triangle T-VA 322 281 Triangle A+V 448 800
BaryBind 357 325 BaryBind 55.6 83.4
vs. baseline (VAST) +3.6 +64 vs. baseline (VAST) +1.5 +3.8
VAST 10.4 6.7 VAST 40.8 71.6
GRAM 12.8 7.3 GRAM 38.5 70.1
Triangle 11.6 7.1 Triangle 40.1 70.9
SMIL ™V 13.3 95 SMIL A 43.5 70.2
ShaSpec 166 108 ShaSpec 462 743
: BaryBind 49.4 78.3
BaryBind 212 145 vs. baseline (VAST) +8.6 +6.7
vs. baseline (VAST) +10.8 +7.8

In addition to these overall gains, BaryBind effectively reduces the T2V/V2T performance gap, such
as 2.8 on MSR-VTT under the T-VA setting vs 5.6 of the VAST baseline, which highlights improved
balanced alignment. This suggests that BaryBind learns more balanced, unified representations,
which can be attributed to the WB optimization and volumetric alignment process for establishing a
balanced unified semantic space.

4.2 Robustness to Missing Modalities

Barybind is designed to capture balanced representations from arbitrary subsets of multimodal inputs,
enabling the aligned representations of available modalities to serve as proxy features when others
are missing. We evaluate BaryBind under two settings: (1) text-to-audio (T2A) and audio-to-text
(A2T) retrieval on AudioCaps [22] with missing audio during training, and (2) multimodal event
classification with missing video during inference on VGGSound, where the model is trained using
both video and audio. In both cases, the barycenter is optimized using only the accessible modalities.
Results in Table 3 and 4 show that BaryBind preserves robust and graceful degradation under missing-
modality conditions as compared to traditional anchor-based methods VAST [9], GRAM [12], and
missing modality-tailored methods SIML [34] and ShaSpec [53], which demonstrate the effectiveness
of our barycenter modeling for the shared semantics.
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Figure 5: Training dynamics comparison with cosine-based VAST: (a) Training loss comparison
between BaryBind and VAST. (b) Recall@1 (R@1) evolution on MSR-VTT under T2V and V2T
retrieval tasks. BaryBind achieves higher retrieval accuracy and better modal balance (smaller
T2V/V2T R@1 gap). (c) V2T/T2V retrieval gaps throughout training.

4.3 Ablation Studies

Table 5: Ablation study on loss functions. We report the zero-shot top-1 classification accuracy
(Acc@1) on VGGSoundSK and top-1 retrieval recall at 1 score (R@1) on MSR-VTT. The perfor-
mance gains over the baseline are highlighted accordingly.

. Classification Retrieval
Loss function components
VGGSound MSR-VTT

TV+TA CL MWB BVC DAM A v V+A T2V V2T

v X X X 38.1 42.8 44.5 46.8 40.1

v X X v 40.3 43.6 46.3 49.3 43.7

v v X X 43.6 55 45.6 48.6 49.1 47.3 (72

v v X v 44.3 (140 46.8 49.8 50.6 48.8 (+5.1)

X X v X 422 44.8 472 50.6 46.4

X X v v 429 47.1 50.1 51.5 46.8

X 4 v X 45.2 47 47.8 +5.0) 54.7 +102) 54.8 +5.0) 51.1 oy

X v v v 45.7 (154 48.3 (+47) 55.6 +93) 56.1 (+6.8) 53.6 +9.9)

Training dynamics comparison. We compare the training from scratch behaviors of BaryBind and
the baseline VAST to assess the impact of our binding strategy and loss design. As shown in Fig. 5,
BaryBind exhibits consistently superior training dynamics. In (a), the total loss drops faster and
stabilizes earlier, suggesting that our MWB and BVC losses facilitate more efficient optimization. In
(b), BaryBind consistently achieves higher R@1 accuracy for both T2V and V2T retrieval, while
maintaining a smaller performance gap between the two directions, suggesting more symmetric
multimodal representations. (c) demonstrates that BaryBind rapidly reduces the gap between V2T and
T2V performance, converging toward a balanced retrieval behavior. This improvement stems from the
joint effect of MWB and the BVC loss, which together promote consistent alignment of embeddings
toward a unified barycenter. Such training behavior reflects our barycentric optimization converges
stably, and also demonstrates the effectiveness of the barycenter-based alignment in constructing a
balanced representation space.

Impact of loss functions. To evaluate the contribution of each loss component, we conduct an
ablation study on VGGSound [8] for audio/video classification and on MSR-VTT [65] for text—video
retrieval under a tri-modal setting (text, video, audio). The baseline adopts pairwise cosine contrastive
losses (TV+TA CL). As summarized in Table 5, introducing the multimodal Wasserstein barycenter
(MWB) loss consistently improves performance across tasks. For example, boosting audio-only
classification from 40.3% to 44.3% and V2T retrieval from 43.7% to 48.8%. In this sense, MWB
constructs a barycentric semantic anchor to filter out modality-specific biases from the original anchor
(e.g., text). The barycenter volume contrastive (BVC) loss further enhances global consistency among
modalities, enabling full-modality gains such as 55.6% in audio classification and 56.1/53.6 R@1 for
T2V/V2T retrieval. Overall, the combination of MWB and BVC promotes coordinated alignment to
the WB, yielding a more balanced representation space.



Table 6: Ablation on batch size.
Effect of batch size. Since BaryBind performs

distribution-level alignment through Wasserstein ~ Batch Size | T2V/V2TR@1 | A+C Acc@1
barycentric optimization, we investigate the effect

of batch size on the learned barycentric space. The ;g gggggg 2451?
training is conducted on two A100 GPUs without 64 55.9/53.2 55.4
gradient accumulation. We evaluate under the T-VA 128 36.1/53.5 55.8
setting on MSR-VTT retrieval and VGGSound clas- 256 56.1/53.6 55.6

sification. As shown in Table 6, the performance
remains stable across different batch sizes. Although a very small batch size (16) introduces a slight
performance decrease due to noisier empirical distribution estimation, the overall gap is marginal.
When the batch size is larger than 32, the performance becomes highly consistent, demonstrating the
robustness of the learned barycentric representation under moderate batch-size variations.

5 Conclusion

In this work, we tackle the multimodal representation learning problem and propose BaryBind, a
novel approach that aligns multiple modalities to a multimodal Wasserstein barycenter through a
volumetric alignment objective. We demonstrate that this barycenter-based alignment strategy is
scalable and effectively alleviates modality imbalance in complex scenarios involving more than three
modalities. Moreover, BaryBind exhibits robustness in missing-modality settings. Overall, this work
advances multimodal learning by introducing a barycenter-aligned joint representation that enables
more balanced and effective multimodal understanding. In the future, we plan to further incorporate
reconstruction into this framework to enable joint understanding and generation.
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A Theoretical Results

A.1 Proof of theorem 3.1

Proof. Beyond the WB problem, we deduce based on the duality of with general costs Cy (z,y). In
this sense, we write the dual reformulation of the multimodal OT barycenter problem (3):

K
£*= inf sup Z)\k{ FEF (my)dPg (my) + fk(b)d(@(b)}. (13)
QEP(MB)fo,...,kaC(MB)k:l My Mp
LF(Q.f1:x)
where
i “(my) = inf [Ci(m. b) — fr(b)] (14)

We denote the expression under the inf and infsup in (13) as functionals £ : C(Mp)X and
F : P(Mp) x C(Mp)X, respectively. For simplicity, we also introduce the following notations

K
f: ; i and - AE beir/{ﬁB /(o) = @eg(lﬁm) Mp F(B)aQ(b), (15)

where the equality follows from two fundamental observations: (a) M < [ f(b) dQ(b) forany Q €
P(Mp), and (b) f(b) = [ f(b') ddp(b’) where Jp, represents the Dirac mass at b € M.

Firstly, due to the compactness of M g, the space P(Mp) is compact with respect to the weak
topology. For fixed potentials f1.x € P(Mp)X+! we have that F(-, fi.x) is linear, convex and

continuous. Secondly, for a fixed Q, the functional F(Q, -) is a concave due to the concavity of
C-transform. These properties enable the application of Sion’s minimax theorem ([47], Theorem
3.4), which allows the interchange of the sup and inf in (13). Thus with (15) we obtain

K
L= fo,...,fqupC(MB)QE';I(l/f\\AB) ,; & { My i ()P () + Mp fk(b)dQ(b)}
2L(f1:K)
K
o U S e g [ Tt
. - Cr i f
= o fzuG%(MB) {]; Ak e £ (my)dPy () + bellj/le f(b)} . (16)
£L(f1x)

Now we show that the sup in (16) can be restricted to potentials fl: x which satisfy the congruence
condition Zi(:l Arfr = 1. It is enough to show that for every tuple fi.x there exists a congruent
tuple f1.x € C(Mp)¥ such that L(f1.x) > L(f1.x)-

For this, we consider the congruent potentials given any tuple f1.x

(for, -\ fx) = (fOf"»thfK_)\f)' (7
K
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Since M £ infpepq, Zle Mefre = 1, we obtain

Eor) = Efror) = Mo [ (G (i) = £ m)) i) = 21

M\ °F
ZMAAO-WQ (mic) — FE<( ﬂme>M
:)\K/Mk %dPK(mK)—M:O, (18)

where the first inequality arises from the monotonicity of the C-transform, along with the fact
fx = fx — % < fx — % The last equality follows from the definition of C'-transform.

Finally, since Z( f1.x) = L(f1.x) for congruent potentials f1.x, with (14) we obtain

K
L= sup L(fi.xk)= sup Z/\k fkc’“(mk)dIP’k(mk),
>k Ak fr=0 oA fe=0 My,
K

= sup Z)\k inf / [C’k(mkfb)—fk(b)]dpk(mk). (19)
Sdefe=03_  beEMB JM,

In practice, we replace each integral with an empirical expectation over the distribution P, and adopt
Cr(my — b) = ||my, — b||, which corresponds to the Wasserstein distance between the modality
feature and the barycenter. We exchange the summation and the infimum since b is shared across all
terms and the objective is linear. We then sample the barycenter b from a distribution Q € P(Mp),
and express the integral as an expectation over both my ~ P, and b ~ Q:

LY = sup inf z M E_ [[lmg = bl — fu(®)], (20)
ZkAkfk 0 QEP(MB k=1 mbk:(@ k
which completes the proof. O

A.2 Proof of Theorem 3.2

Proof. Let Py, denote the joint distribution over the multimodal tuples (my, ..., mg) =: m1.x,
where my € My. The barycenter map is a function 7' : My — Mg that acts on the anchor
modality. For a set of potential functions f1.x and a map T, we rewrite the total cost functional F
and its corresponding minimal cost functional £ as follows:

K
f(fl:Kv T) £ Em1:K~IP’1:K Z >\k (Ck(mkv T(mo)) - fk(T(mO))) ) (21)

k=1
2 inf g, 1. 22
L(f1:x) T'MIOILMBf(f1.K, ) (22)

The minimizer of functional F is denoted as:
T € arginf F(fr.x,T). (23)

T:M%MB

Given T/ : My — M p, the functional £ in (22) can be written as:

L(fr.x) = F(fou. TY). (24)
We can observe that the first gap & is the difference between (21) and (24):
& (fu, T) = F(fr, T) = L(Frx) = F(froe, T) = F(Frorc, T). (25)
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Before looking into the second gap &, we recall the optimal value £* of the OT barycenter problem
and express the OT cost with Monge’s formulation:

K

L £ " \OTe, (P, Q). (26)
k=1

where Q* is the true barycenter distribution. By introducing Monge’s OT formulation with the true
OT map T that satisfies T;;&IP’O = Q*, the expression can be rewritten as:

K
LF = Z Ak Ch (mk, T* (mo))dIP’k (mk) 27
M

k=1

Due to the congruence condition on the potentials j?l: & and the property 77, Pg = Q" for all k, we
have:

K K
> MeErr, [ (T7(m0))] = Epgr [Z Aefr(®)| = 0. (28)
k=1

k=1 =

This allows us to reformulate the optimal value £*. Using the definition of F in (21), we find:

K K
L= Z AeEm~p), [Ck(m(% 1 (mk))] — By o nPrx [Z )\kﬁc(T* (m0)>‘|
k=1 k=1

=0 from (28)
K
= Eml:KNPLK [Z Ak (Ck(mk7T*(m0)) - ﬁ(T*(mO)))‘| = ]:(.]?liKa T*)
k=1

With (24) we derive the second gap & can be written as
& =L = L(fux) = F(frc, T*) = F(Fruxc, TY). (29)

We introduce the function g (my, b) 2 Ci(my, b) — fr(b), which is assumed to be B-strongly
convex with respect to b. Using this, we can rewrite our total cost functional F from (21) as:

K
F(f106,T) = Bamy ey e [Z Aegi (m, T(m@)} : (30)
k=1

As a result of convexity, it follows that a necessary condition for T7 to minimize F (f1.x,T) is the
vanishing of its first variation, yielding

K
Eml:KNPl;K [Z )‘kvbgk(mk7Tf(m0))‘| =0. (3D
k=1

Now, we analyze the gap &; by applying the 5-strong convexity of gi (my, -):

gl :]:(ﬁva) _I(ﬁ:Kan)

K
= Emysenbr | DM (gzc(miw T(mq)) — g (mu, Tf(?”@)))]
Lk=1

- R 5 .
2 By nPrx Z Ak ((ngk(mk,Tf(mo)%T(mo) - Tf(m0)> + §||T(mo) - Tf(mo)z)

Lk=1
i K

= ErmycnPix <Z NVoge(mu, T/ (m0)), T(mo) - Tf<mo>> + DBy, [IT(mo) — 77 (mo) ]
L \k=1

D04 Sy, [IT(mo) = 77 (mo)]?]. ()
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For the second gap &, we conduct the same analysis and obtain
&2 DBy, (177 (mo) — 7" (mo)|?]. ()
Now we sum the inequalities for & (32) and & (33):

&1+ & > gEmONPO (17 (mo) = T7 (mo) 2| + gmmONPO 177 (mo) — T (mo)||*]

= D Bmger, [|T(mo) T (mo)|[> + 77 (o) — 7 (mo) ]
> B, [ITmo) 77 (mo)|?] > SW2(TuPo, TyPo) = ST, Q).
(34)
[

A.3 Analysis on barycenter simplex volume
Given the matrix containing vectors spanning the barycenter simplex
R = (bvrlv"' 7TK)a

we discuss the geometric meaning of barycenter simplex volumes for n = 2 and n = 3 modalities.
(-, -) denotes the cosine similarity between two normalized vectors, so that

(b,b) = (ri,m1) = (r2,m2) = 1. (35)
We define the cosine of the angles between these vectors as

cos® := (b,r1), cosf:=(b,ry), cosy:=(ry,rs). (36)

For the special case n = 2, the squared volume can be expressed as the determinant

<b7 b> <’I'1 ) b>

12
(o) (1) =1-—cos“0

Vol?_, = det(R"R) = ‘

Therefore, the simplex volume in the bimodal case reduces to:

Vol,,—2 = /1 —cos?2 6 = Vsin2 § = sin 6,

which quantifies the spatial deviation between the WB embedding vector b and the vector b — m;,
reflecting how well the modality aligns with the overall barycenter direction. A smaller volume
indicates stronger alignment, while a larger value implies greater directional discrepancy.

For the special case n = 3, the squared volume can be expressed as the determinant
<bv b> <7°1, b> <’I"27 b>

Vol?_, =det(R'R) = |(b,71) (ri,m1) (ro,71)].
(b.ra) (ri,r2) (ra,m2)

Substituting (35) and (36) into the determinant, the expression simplifies to

Vol2_, =1 — cos® 0 — cos? 8 — cos® v + 2 cos  cos B cos 7,
= sin? 0 + sin? B + sin? y 4 2 cos 0 cos B cos y — 2.

This form reveals the geometric interpretation more clearly: 1) The sin? terms quantify the angular
deviation of each vector pair. The 2 cos 6 cos § cos «y term reflects the angular coupling between all
three directions. 2) y is the angle between the two modality gap vectors r; and 75, and thus directly
reflects the structural inter-modality gaps between non-anchor modalities.
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57

The volume becomes small when each modality vector closely

follows the barycenter direction (small angles o and (3). In %

addition, if the gap vectors between modalities, 1 and 7o, are & 53

nearly aligned (small inter-modality angle ), the volume is 7 54

further reduced. In this case, all three angles are small, their @ s3 p=-0.9844
sines are close to 0, and their cosines are close to 1. Con- & o

versely, the volume increases when the directions are mutually &

orthogonal, which maximizes the total dispersion among them. 3!

Fig. 6 plots the R@1 values of zero-shot retrieval on MSR- 50
VTT with respect to the volume, showing a clear negative
correlation between volume and performance.

07 074 076 078 08 08 084
Volume of barycenter polytope

Unlike pairwise cosine similarity, which only captures align-  Fjgure 6: The simplex’s volume is

ment between two modalities, the barycenter simplex volume  ¢orrelated (p = —0.9844) with the

offers a rich higher-order understanding of multimodal struc- - gownstream retrieval performance.

ture. It not only measures the holistic geometric alignment

of each modality toward the barycenter, but also preserves

inter-modal interactions, yielding a more compact multimodal joint representation space. In this

sense, the volume serves as a non-trivial metric for measuring n-modality alignment.

Geometric Intuition. Geometrically, traditional methods rely on asymmetric alignment, forcing
non-anchor modalities (e.g., video) to conform to a modality-specific anchor (e.g., text). In contrast,
BaryBind establishes a shared "geometric consensus" by optimizing a Wasserstein barycenter across
all modalities. Instead of leaning towards a fixed specific modality, the multimodal embeddings of
BaryBind converge toward the central manifold supported by the refined WB anchor. This balanced
constraint shares the optimization burden and mitigates modality-specific bias, logically explaining
the reduced T2V/V2T performance gap observed in our experiments.

B Experimental Details and More Results

B.1 Training algorithm

Algorithm 1 Training Algorithm

Input: Per-modality encoders Ey, . ; Multimodal data set Si.x; NN-based WB map Tj; NN-based
potentials f,,,., ; Learning rate y
Output: Learned Ty,E4, . ., fur. i

1: while not converged do
Sample multimodal batch data z1.x ~ S1.x
Extract embeddings {my, = Ey, (2;) ~ Pr}K
Compute WB anchor b = Ty(my)
Compute Lyws by Eqn. (5)
Compute Lpvc, Lpam, £ by Eqns. (10), (11), (12)
# Optimize network blocks
Wi = Wk +2'778%1g:"5,k =1,--- K
¢k:¢k77%7k:17 7K
10: 0=0-~%
11: end while

R RN

B.2 Experimental Details

We perform both continued pretraining on top of VAST models and training from scratch of the
BaryBind model using 2xA 100 GPUs. For continued pretraining, We sampled 150,000 examples
from the VAST-27M dataset [9] due to the unavailability of the full dataset. Each example consists
of a video (comprising frames and an audio track) paired with a corresponding caption. We further
evaluate the training-from-scratch models on MSR-VTT and ActivityNet in §B.10. The model
backbone follows the VAST multimodal encoder, utilizing BERT-B, modality-specific audio and
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vision encoders, and other modality encoders as applicable, resulting in a total of approximately 1.3
billion parameters.

During the continued pretraining phase, we use a single frame and a single 10-second audio clip
per sample; in the training-from-scratch setting, we use eight randomly sampled video frames and a
single 10-second audio clip per video.

For the continued pretraining, BaryBind is trained for 10k steps on the 150k-sample subset of
VAST27M. Retrieval performance is evaluated every 100 steps on the MSR-VTT test set, and the
checkpoint with the best performance is selected. We employ an initial learning rate of 1e-4 with a
linear decay schedule and a batch size of 256. In the training-from-scratch experiments, all encoders
are trained from scratch on the MSR-VTT training dataset for 4 epochs, using an initial learning rate
of le-4 with a linear decay schedule and a batch size of 64.

Table 7: Overview of multimodal benchmarks used for downstream evaluation.

Benchmark Modalities Train Val Test  # Frames (train)  # Frames (test)
DiDeMo Video + Text + Audio 8,394 1,065 1,003 8 32
ActivityNet Video + Text + Audio 10,009 — 4917 8 32
MSR-VTT  Video + Text + Audio + Subtitle 9,000 — 1,000 8 8
VATEX Video + Text + Audio + Subtitle 14,060 — 431 8 16
VGGSound Audio + Video + Text — — 5000 - 8

Table 7 summarizes the modality configuration, data statistics, and frame settings across benchmarks.

MSR-VTT [65] is a widely used benchmark for video-text retrieval. It contains 10,000 video clips,
each paired with approximately 20 textual captions, totaling around 200,000 captions. We use 9,000
videos for training and 1,000 for testing, with 8 frames sampled per video.

DiDeMo [2] consists of 10,000 long-form videos, each annotated with 4 temporally ordered para-
graph descriptions. It is mainly used for moment localization retrieval. The official split includes
8,394/1,065/1,003 videos for training/validation/testing, and 12 frames are sampled per video.

ActivityNet [6] contains about 20,000 YouTube videos with a total duration of approximately 180
hours, annotated with multiple temporal sentence descriptions. We use the official training set (10,009
videos) for training and the validation set (4,917 videos) for downstream testing. The number of
sampled frames per video is 8.

VATEX [56] includes around 25,000 English videos, each annotated with 10 English captions. It is
commonly used for four-modality text retrieval tasks. We adopt 14,060 videos for training and 431
for testing.

VGGSound5K [8] is a 5,000-video subset of VGGSound, containing diverse audio event categories
(typically 310 classes) along with corresponding video frames and subtitles. Each video clip in
the dataset has a duration of 10 seconds and is annotated with a single label corresponding to the
predominant sound event occurring within the clip. The dataset covers a wide spectrum of audio
events, including human actions, animal vocalizations, natural phenomena, and mechanical sounds.It
is commonly used for audio-video multimodal classification tasks.

B.3 Broader Multimodal Understanding and Generation

Multimodal learning has recently expanded beyond conventional image—text understanding to com-
plex temporal, embodied, and generative scenarios. In autonomous systems, StreamVLO integrates
visual and LiDAR observations with spatio-temporal correlation modeling for robust streaming odom-
etry [28], while DriveVA jointly models future videos and driving actions to transfer video-generation
priors to zero-shot planning [30]. UNIVERSE further unifies video and trajectory generation within
a mask-modulated architecture [29], and OmniDrive coordinates language, geometry, and multi-view
visual signals for controllable driving-world generation [39]. These developments highlight the
growing need to organize heterogeneous sensory and semantic information within a coherent repre-
sentation space. Reliable multimodal understanding additionally requires preserving and faithfully
exploiting visual evidence. MemVR mitigates hallucinations by reinjecting visual information into
the model’s memory space when relevant evidence has faded [69]. HoloV instead studies holistic
visual-token retention, showing that maintaining globally distributed visual context is important
for efficient multimodal reasoning [68]. OPPO further calibrates generation preferences according
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Table 8: Finetuning text-to-video (T2V) and video-to-text (V2T) retrieval results in terms of Recall
at 1 score (R@1). Results from our baseline VAST and BaryBind are highlighted accordingly.

Methods Modality MSR-VTT DiDeMo ActivityNet VATEX
T2V V2T T2V V2T T2V V2T T2V V2T
CLIP4Clip [32] TV 456 459 430 436 403 416 630 783
InternVideo-L [57] TV 531 544 579 591 622 628 698  80.6
mPLUG-2 [64] TV 53.1 . 56.4 - - - - :
ViCLIP [58] TV 525 518 494 502 498  48.1 - -
T-MASS [54] T-VA 527 - 53.3 - - - 65.6 -
VALOR-L [27] T-VAS 54.4 . 57.6 . 63.4 - 76.9 -
VideoCLIP-XL [55] TV 546 540 623 627 584 592 - -
TempMe [46] TV 490  47.6 480 484 449 453 696 718
VAST [9] T-VA 558 576 656 620 688 667 869  84.1
VAST [9] T-VAS 56.6  57.6 - - - - 875 840
BaryBind Y 574 578 672 646 673 652 850 824
BaryBind T-VA 61.0 614 696 663 735 702 882 852
BaryBind T-VAS 657 654 - - - - 89.5  86.4

to the strength of visual evidence, improving visual grounding and reducing hallucinations [70].
Related challenges also arise in visual generation and evaluation: ARGUS aggregates multi-view
identity evidence for subject-consistent video generation [38], MST-CLIPIQA decouples semantic
coherence from perceptual distortions through multi-scale vision-language alignment [37], and
KAE develops unified knowledge embedding for few-shot image generation [63]. Collectively,
these studies demonstrate that modern multimodal systems must reconcile heterogeneous modalities,
granularities, and objectives while retaining both global semantics and modality-specific information.
BaryBind addresses this general representation challenge from an optimal-transport perspective,
using a multimodal Wasserstein barycenter as a shared anchor to bind multiple modalities without
collapsing their complementary structures.

B.4 Finetuning Cross-modal Retrieval Results

We present the fine-tuning results in Table 8, which shows BaryBind maintains its advantage,
outperforming prior models such as InternVideo, VideoCLIP-XL, and VAST. For instance, our T-VA
setting achieves 60.3 R@1 on MSR-VTT and 72.1 on ActivityNet for T2V, surpassing VAST by
+4.5 and +2.3 points, respectively. The performance further improves under T-VAS, where BaryBind
reaches 65.7 R@1 on MSR-VTT, indicating that our binding strategy generalizes well with additional
modalities and scales effectively with fine-tuning.

B.5 Clarification on Distinction from Prior Anchor-based Approaches

Our core contribution is the introduction of Wasserstein Barycenter (WB) optimization for establishing
a balanced representation space. This differs fundamentally from pure anchor-based alignment
approaches (e.g., GRAM and Triangle), by introducing an additional optimization process prior
to alignment. This methodology is presented in Section 3, especially Section 3.2 with theoretical
analysis. Specifically, BaryBind introduces a learnable WB anchor via WB optimization. The WB
optimization transports modality-specific distributions toward a barycenter, defined as the distribution
closest to all modality-specific distributions under the Wasserstein distance, ensuring multimodal
semantic consensus for subsequent volumetric alignment. Both comparisons and ablations validate
that the WB optimization is the main contributor to the superior performance.

On the other hand, along the line of alignment, GRAM and Triangle define a parallelotope and a
triangle, respectively, both centered at the origin. In contrast, BaryBind constructs a simplex spanned
by the WB anchor and gap vectors. Contrasting this volume enforces paired multimodal data toward a
shared representation. This mechanism provides an optimized geometric reference (the WB anchor),
followed by contrastive alignment guided by the WB anchor, which is substantially different from
pure anchor-based methods.

The advantage of the WB-based representation is further supported by results across multiple tasks,
including multimodal retrieval (consistently smaller gaps across benchmarks, and improved robustness
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under missing-modality settings), multimodal classification, and video-QA. Ablations further show
that removing WB leads to consistent performance drops, indicating that it is the primary contributor.

B.6 Scalability of BaryBind with Increasing Modality Number

Table 9: Computation time (in seconds) of similarity metrics vs. number of modalities, measured on
an NVIDIA A100 GPU with batch size B = 64 and embedding dimension D = 512.

Number of modality 7 2 3 4 5 10 20

Pairwise cosine similarity 3.0 x 1077 7.0x 1077 1.0x107% 13x107% 29x107¢® 49x 1076
Barycenter simplex volume 4.9 x 107% 6.8 x 107 59x107% 9.8x107%¢ 3.6x107° 88x107°

We evaluate the computation efficiency of different similarity 58
metrics with varying modality number n. For each metric, we p

sample B = 64 sets of n vectors in RP with D = 512, simulat- $

ing multimodal embeddings. As shown in Table 9, the simplex -

volume remains computationally efficient and scales reason- g’ 54 —e— Vast
ably as the modality number increases. The negligible over- § 5 —e—BaryBind
head incurred when extending to more modalities highlights (2

4
the volume as a non-trivial and scalable metric for assessing 50 /
n-modality alignment.

To evaluate how BaryBind scales from bimodal (e.g., text- 482 3 4 5

vision) setups to richer multimodal settings, we progressively Modality Number
expand the input from a basic text-video (T-V) pair to more .
complex configurations on the MSR-VTT dataset: text-video- Figure 7: Zero-shot text-to-video
audio (T-VA), text-video-audio-subtitle (T-VAS), and finally retrieval R@1 results as scaling
text-video-audio-subtitle-depth (T-VASD). The depth modality {rom 2 (T-V) modalities to 5 (T-
is derived using ChronoDepth [45] and integrated via an addi- Y/ASD) modalities.

tional lightweight head attached to the vision encoder. As shown in Fig. 7, BaryBind consistently
improves Recall@1 as the number of modalities increases, significantly outperforming the VAST
baseline on MSR-VTT across all configurations. This highlights the scalability of BaryBind in
practical multimodal understanding as it effectively integrates more modalities to shape a richer
semantic space.

B.7 Robustness on different WB initializers

BaryBind learns the Wasserstein Barycenter (WB) anchor b that serves as a balanced representation
aiming to approximate the ideal geometric semantic center. We utilize the specific modality as a
semantic warm-start to initialize the barycenter mapping, and the b is derived from the initial specific
modality my, i.e.,: b = Tp(myg). This allows us to leverage the rich semantic priors to accelerate
convergence, while the MWB objective ensures the final representation shifts away from the modality
bias towards the geometric center. Crucially, although Tj takes mg as input, its optimization gradients
are derived from the Wasserstein distance to all X modalities simultaneously. Therefore, the direction
of the update actively pulls the embedding out of the modality-specific manifold.

To verify the robustness of the WB initializer choice, we perform ablation on using vision, text, and
T+V+A (arithmetic fusion) as the initializer across multimodal tasks. From Tables 10 and 11, we
observe two findings. (1) Simply choosing a specific modality or fused embedding as the anchor
without our barycenter optimization leads to inferior performance and modality imbalance. (2) With
WB-driven optimization, all initializations (including the symmetric T+V+A fused initialization)
gain clear performance boosts, indicating that the WB formulation itself, rather than the initial
anchor choice, is the key contributor to balanced performance. Notably, the text-driven WB performs
comparably to the fused-driven and video-driven ones (e.g., 55.6% vs. 55.8% and 55.2% on V+A
setting of VGGSound), reflecting the high robustness of BaryBind to different initializations.

B.8 Normalization Strategies for Polytope Volume Metric
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Table 10: Ablation on the anchor selection under the T-VA setting.

VGGSound MSR-VTT
Anchor Modality vV A V+A T2V V2T
Acc@1 Acc@1 Acc@1 R@1 R@5 R@1 R@5
Video (w/o WB opt.) 45.8 39.6 46.5 50.9 72.6 474 74.8
Text (w/o WB opt.) 46.3 40.3 48.1 515 722 46.8 73.1
T+V+A (w/o WB opt.)  46.1 41.8 50.5 51.2 73.5 46.9 74.5

Video-initialized WB 47.9 28 44.8¢s52 552687 54.9¢4a0  T4.66200  5296ss 785w
Text-initialized WB 48.3 200 45.6(:53  55.6475  56.0¢4s 754632 532664 78.1us0
T+V+A initialized WB ~ 48.3 22y  452¢34  55.8¢53 56049 752 53.6 :67)  78.8 +43)

Table 11: Comparison of arithmetic fusion and WB-based models on MSR-VTT and VideoQA under
different modalities

Anchor Modality Retrieval (R@1) VideoQA (Acc)
T2V V2T MSRVTT-QA MSVD-QA

T+V+A (w/o WB opt.) T-VA 51.2 46.9 47.6 55.1
T+V+A-initialized WB T-VA 56.1 53.6 52.0 60.3
Text-initialized WB T-VA 56.0 53.2 52.2 60.3
T+V+A+S (w/o WB opt.) T-VAS 51.7 47.3 50.3 57.9
T+V+A+S-initialized WB T-VAS 57.1 53.8 55.7 63.8
Text-initialized WB T-VAS 57.2 53.9 55.4 63.6

T+V+A+S+D (w/o WBopt.) T-VASD 51.8 47.2 — —
T+V+A+S+D-initialized WB  T-VASD  57.9 55.0 — -
Text-initialized WB T-VASD 57.8 55.1 — —

While the raw barycenter simplex volume V serves as  Table 12: Zero-shot generalization on MSR-
a global alignment metric, it depends on the number VTT under different normalization strategies
of modalities and embedding dimensionality, which ~for the simplex volume.

limits interpretability and cross-setting comparability.

To address this, we consider normalization strategies Normalization  Setting T2V V2T
such as (V/n!)!/" (viewing the WB simplex as an (V/2n)1/2 TV 539 522
n-simplex), which scale the volume to better reflect |4 v 541 520
per-modality contributions and make the metric more (V/3)1/3 T-VA 548 52.9
comparable across different modality configurations. v T-VA 551 527

(V/ani/4 T-VAS 573 542
Table 12 reports zero-shot retrieval results on MSR- \% T-VAS 572 545

VTT under different normalization strategies. We
observe that applying normalization slightly reduces
the absolute retrieval scores compared to the raw
volume V, likely because normalization reduces the magnitude of the gradient signal from the volume
metric, slightly weakening the alignment supervision. Nonetheless, the overall performance remains
stable, indicating that (V//n!)'/" provides a reliable and interpretable metric without significantly
sacrificing retrieval accuracy.

B.9 Hyperparameter Sensitivity Analysis

We study the sensitivity of the loss weights in the total objective on the MSR-VTT validation set:
L = Lyws + a1Lpve + a2Lpam- (37

As reported in Table 13, adjusting a; on MSR-VTT shows that increasing the weight of the BVC
loss gradually improves retrieval performance, and the best results are achieved when a; = 1. A
further increase leads to a performance decline, indicating that over-restricting barycentric geometry
may weaken instance-level discrimination.

Table 14 reveals that o also has an optimal range, with as = 0.1 yielding the strongest retrieval
performance. Excessively small or large weights cause suboptimal alignment due to either under-
constrained or modality-biased instance matching.
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Table 13: Sensitivity analysis of a; on MSR-  Table 14: Sensitivity analysis of as on MSR-

VTT validation set. VTT validation set.
ay \ 0.3 0.6 1 1.5 1.8 a9 \ 0.02 006 0.1 0.14 0.18
T2V (R@1) | 56.2 557 56.5 560 553 T2V (R@1) | 55.6 55.8 56.5 562 56.0
V2T (R@1) | 58.0 57.5 583 579 56.5 V2T (R@1) | 57.6 572 583 579 577

Overall, «; = 1 and ap = 0.1 deliver the highest multimodal alignment on the MSR-VTT validation
set, demonstrating the complementary strengths of BVC and DAM.

B.10 Training from Scratch Evaluation

Due to the unavailability of full VAST27M dataset Table 15: Training-from-scratch T2V and
[9], we adopt continuing training based on the VAST V2T results on MSR-VTT and ActivityNet.
model in §4.1. Here we further evaluate the mod- The training follows the T-VA setting.

els trained from scratch on MSR-VTT and Activi- MSRVIT  ActivitNet
tyNet. Four representative models: VAST [9], which ~ Methods y
performs pairwise alignment with cosine-similarity T2V V2T T2V V2T
heads and lightweight fusion layers; GRAM [12],  VAST[9] 350 391 267 252
Triangle [11], and the proposed BaryBind. Table 15 ~ LanguageBind [67] 31.8 364 293  26.1

reports the R@]1 results for both text-to-video (T2V) ggﬁlge[[lﬂ] ;gz ig? %;g ggé
and video-to-text (V2T) retrieval. BaryBind achieves . - - - -
BaryBind 448 432 33.6 342

the highest performance across all settings, surpass-
ing VAST, GRAM, and Triangle on both datasets. On MSR-VTT, BaryBind improves over VAST
by +6.4% (T2V) and +3.8% (V2T), while also outperforming GRAM and Triangle by comparable
margins. A similar pattern appears on ActivityNet, where BaryBind reaches 30.8% (T2V) and
32.4% (V2T). The training curves in Fig. 5 show that BaryBind continues to refine the latent space
throughout training, whereas the other methods plateau earlier. These observations indicate that a
barycenter-based objective provides stronger structural guidance when no pretrained semantic prior
is available, enabling the model to form a more coherent multimodal representation.

B.10.1 Effect of Relaxing the Congruence Constraint

The proposed formulation enforces the congruence constraint y _, Ay fr = 0 through a hard parame-
terization. To investigate the necessity of strictly enforcing the congruence constraint, we replace the
hard parameterization with a soft penalty formulation and optimize the following objective:

2

Loote = Laws + 7[> Mefr (38)
k 2
During alternating optimization, we record the objective function for updating the potentials:
2
Ly == MEmer, s(Tolma)] + 0| Y ki (39)
k k 2

where 7 = 10 is used in the experiment. The op- Taple 16: Stability analysis of potential optimiza-
timization dynamics are summarized in Table 16. (jon during alternating updates.

Although the early optimization stage exhibits no-

ticeable fluctuations, the potential optimization Iterations | Mean Ly | Range | A

without p vergence. 500-1000 | -0.237 | [-0.309,-0.171] | 0.138
We further compare the hard and soft formulations ~ 1000-2000 -0.181 | [-0.242,-0.134] | 0.108

in Table 17. The soft penalty achieves compara- ~ 2000-3000 -0.098 [-0.138,-0.045] | 0.093
ble performance with only marginal degradation, 3000-10000 | -0.030 [-0.049,-0.011] | 0.038

demonstrating that the congruence constraint mainly enables a stable optimization.
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Table 17: Comparison between hard and soft congruence constraints.
Constraint | T2V/V2TR@1 | A+C Acc@1

Hard constraint 56.1/53.6 55.6
Soft constraint 55.9/53.2 55.1

B.10.2 Stability of WB Map Adaptation under Encoder Distribution Shifts

During encoder fine-tuning, the feature distributions continuously evolve. We therefore analyze the
adaptation dynamics of the WB map Tjy. Specifically, we track the WB mapping loss:

K

Lr 23" MBuynr, [lme = To(mo) | = fun (To(mo))] (40)
k=1

As shown in Table 18, the WB map gradually Taple 18: Loss analysis of WB map Ty adapta-
adapts to the evolving encoder distributions. Dur-  tjon during encoder fine-tuning.

ing the initial stage, the mapping loss changes as

the WB map responds to encoder updates. A rapid Iterations | Mean L | Range | A

adaptation phase is observed between 500 and

2,000 iterations, where the loss decreases substan- 5000__5 10(?00 828; Egg};ég(ﬁg} 8233
tially. After approximately 3,000 iterations, the 1000-2000 0136 [0:073:0:330] 0257
variation becomes significantly smaller, indicat- 70003000 0.052 [0.020,0.095] | 0.075
ing that the WB map reaches a stable adaptation  3000-10000 0.029 [0.000,0.022] | 0.022

regime with the evolving feature distributions.

B.11 Computational Overhead Comparison During Training

We provide a comparison of computational overhead among VAST, GRAM, and BaryBind. All
experiments are conducted on 2xNVIDIA A100 80GB GPUs with mixed-precision (FP16/AMP).
The additional computation in BaryBind mainly comes from the Wasserstein barycenter optimization
and auxiliary alignment losses. The increase in per-step time remains moderate while providing
improved multimodal alignment performance.

Table 19: Computational overhead comparison during training.

Model Params Batchsize Forward+Backward Steps/Epoch Time/Epoch

VAST 1.28B 64 ~8.8s 2344 ~5.7h
GRAM 1.30B 64 ~9.4s 2344 ~6.1h
BaryBind  1.34B 64 ~9.7s 2344 ~6.3h

B.12 Semantic Consensus in the Learned WB Space

Empirical illustration. To illustrate the semantic consensus property of the learned WB space, we
perform cross-modal retrieval through the WB space. Given a query from one modality, it is first
mapped into the WB space and then used to retrieve samples from other modalities. As shown in
Table 20 and Table 21, the retrieved samples consistently share the same high-level semantic concepts
(e.g., cooking and basketball), while preserving modality-specific variations. These results empirically
demonstrate that the learned WB space captures shared semantic structures across modalities.

B.13 More Quantitative Results on Scaling to More Modalities

To systematically evaluate the scalability of multimodal models with respect to the number of input
modalities, we conduct experiments under four configurations, progressively increasing from two
modalities (text and video) to five (text, video, audio, subtitle, and depth). This stepwise setup enables
a controlled analysis of how each additional modality affects performance and alignment quality. For
consistency and interpretability, text is used as the anchor modality throughout.
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Table 20: Empirical illustration of semantic consensus through Text—WB—X retrieval.

Query Retrieval Path Modality (Retrievaled sample) ~ Caption
Video8834 A man is cooking in the kitchen; he states he will return later to add to the dish
A man is cooking in the kitchen ~ Text—WB—Video Video9687 A man chopping lobster and taking off the shell
Video9038 A person is preparing some food
Audio (Video7376) Broth is being added to a soup pot and stirred with a rubber spatula
A man is cooking in the kitchen ~ Text—WB— Audio Audio (Video8834) A man is cooking in the kitchen; he states he will return later to add to the dish
Audio (Video7799) A guy chops up garlic and pours it over chicken frying in a pan
Subtitle (Video7362) A person is cooking on stage
A man is cooking in the kitchen =~ Text—WB—Subtitle Subtitle (Video9687) A man chopping lobster and taking off the shell
Subtitle (Video8772) The man is making a sauce in the kitchen

Table 21: Empirical illustration of semantic consensus through Video—+WB—X retrieval.

Query Retrieval Path Modality (Retrieved sample) Caption

Text (Video7763) People are playing basketball

. . Text (Video9029) A player is putting a basketball into the basket from distance

video of a basketball event  Video—WB—Text Text (Video8124) Basketball players making a shot in the last seven seconds

Text (Video9013) Basketball highlights of players scoring

Audio (Video8124) Basketball players making a shot in the last seven seconds
video of a basketball event ~ Video—WB— Audio Audio (Video7763) People are playing basketball

Audio (Video9013) Basketball highlights of players scoring

Subtitle (Video8124) Basketball players making a shot in the last seven seconds
video of a basketball event ~ Video—+WB—Subtitle ~ Subtitle (Video9013) Basketball highlights of players scoring

Subtitle (Video8652) A man runs into the crowd when trying to catch a basketball

As shown in Table 22, both VAST and BaryBind benefit from the inclusion of additional modalities,
demonstrating improved performance on MSR-VTT and VATEX in terms of both T2V and V2T
retrieval. Notably, BaryBind consistently outperforms VAST across all modality configurations and
datasets, highlighting its stronger scalability and generalization capacity.

Table 22: Downstream performance with increasing number of modalities.
MSR-VTT VATEX

VAST BaryBind VAST BaryBind

Text ~ Video  Audio  Sub. Depth T2V V2T T2V V2T T2V V2T T2V V2T

48.7 432 54.2 52.0 78.8 77.0 823 79.8
49.3 43.7 56.0 53.2 80.0 713 84.2 81.3
50.9 47.9 57.2 53.6 82.1 78.7 84.6 83.5
51.2 49.3 57.9 54.4 82.4 79.2 84.9 83.8

Modalities

N X X X%

X
X
4
4

AN
AN
NSNS %

B.14 Additional Evaluations on VideoQA and Cross-modal Generation

To further demonstrate the versatility and broader impact of BaryBind, we conduct additional
experiments on Video Question Answering (VideoQA) and cross-modal generation tasks.

VideoQA. Following the data and captioner setting of VAST [9], we evaluate BaryBind on the
VideoQA benchmarks MSRVTT-QA and MSVD-QA. As shown in Table 23, BaryBind achieves
competitive accuracy on both benchmarks and outperforms recent global alignment methods. Notably,
the superior performance on QA tasks highlights the effectiveness of the learned representations in
capturing fine-grained semantics.

Cross-modal generation. We use the VGGSound dataset to evaluate the generation performance,
which consists of approximately 200K video clips annotated with 309 sound classes. We utilize
the captioner provided by VAST to generate video captions, using 1024 videos for testing and the
remainder for training. We adopt a single encoder—decoder configuration compatible with UnCLIP-
style generators, specifically a CLIP ViT-H/14 image—text encoder paired with the ImageBind audio
encoder, compatible with the Stable UnCLIP decoder. We evaluate text-to-image (T2I), audio-to-
image (A2I), and text-audio-to-image (TA2I) generation performance.

Qualitative examples of the generation results are provided in the right part of Figure 1, illustrating
the semantic consistency achieved by BaryBind.

B.15 Visualization of Top-1 Retrieval Results

To qualitatively assess the retrieval performance of BaryBind, we visualize top-1 text-to-video results
compared with two strong baselines in Fig. 8. BaryBind integrates text, audio, video, and subtitle
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Table 23: Evaluation on VideoQA benchmarks.  Table 24: Cross-modal generation results on VG-
Methods utilizing audio or subtitle modalities GSound (FID |). T2I, A2I, and TA2I denote text-
are bolded. to-image, audio-to-image, and joint text-audio-
to-image generation, respectively.

Method MSRVTT-QA  MSVD-QA

mPLUG-2 480 581 Method T21 A2l  TA2I
VALOR-L 49.2 60.0 ImageBind  50.1 53.6 46.8
VAST 50.1 60.2 VAST 48.1 572  50.6
GRAM 52.3 61.5 GRAM 46.7 565 452
Triangle 52.0 61.9 Triangle 464 545 443
BaryBind 554 63.6 BaryBind 43.6 503 38.6

modalities during both training and inference. Each row shows five frames from the top-retrieved
video along with the query subtitle. In the first example, BaryBind retrieves a beach party scene
aligned with the query’s semantic and acoustic mood, while baselines return less relevant results. In
the second case, BaryBind accurately matches a gameplay scene described by both visual and subtitle
cues, whereas baselines retrieve unrelated content. The third example features a simple emotional
phrase, “I’m scared.”, where BaryBind selects an animated video of a fearful cat-dog chase, while
others fail to reflect the emotional context or core entities. These results demonstrate BaryBind’s
ability to leverage complementary multimodal cues for precise and context-aware retrieval, effectively
grounding both semantics and affect across diverse scenarios.

B.16 Limitations and Future Work

Limitation: We note that the introduction of the iterative barycenter optimization involves a marginal
increase in training computational overhead compared to simple pairwise alignment. However, as
shown in Table 19, this cost is negligible and is well-justified by the notable gains in cross-modal
retrieval accuracy.

We consider the integration of BaryBind into large multimodal language models (LLMs) as a direction
for future work. Specifically, we are interested in exploring how BaryBind can enhance the multimodal
understanding capabilities of these models by providing a unified, balanced token space that is not
centered around language. This approach could help alleviate the issue of “hallucinations" in large
multimodal models. Furthermore, by focusing on a more balanced representation across modalities,
we aim to promote a deeper understanding of the physical world, moving beyond linguistic reasoning
towards true multimodal perception that can more accurately capture and reason about real-world
phenomena. In addition, we plan to incorporate reconstruction into the BaryBind framework to
enable multimodal understanding and generation, broadening its applicability in both discriminative
and generative multimodal tasks.

B.17 Impact Statement

This paper advances multimodal learning by leveraging optimal-transport—based barycenter theory to
achieve more balanced multimodal representation learning. The potential societal impact includes
enabling more efficient and robust approaches for general multimodal understanding. To the best of
our knowledge, this work does not pose notable ethical or societal risks. Our goal is to support the
responsible development of scalable and balanced multimodal learning methods and theories.
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text: people are singing on the beach
"subtitle": " [Summer paradise Cruising with the boys and girls Surfing day and night Everybody shoot the curve ball Hey, bye]"

BaryBind

OminiBind

text: a crowd of people sitting next to each other as one man plays a video game
"subtitle”: " [So right now the world record is at 1026 and it could probably come down to like a 1025.
You had to go forit. | had to. So there's a trick right there where you can kick the shell]"

-

text: adog and a cat are in a standoff
"subtitle": " [I'm scared.]"

BaryBind

OminiBind

Figure 8: Visual results of text-to-video retrieval. We display 5 frames from the top-1 video.
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NeurlIPS Paper Checklist

1. Claims

Question: Do the main claims made in the abstract and introduction accurately reflect the
paper’s contributions and scope?

Answer: [Yes]

Justification: The main contributions are summarized in the introduction Section. These
contributions are consistent with the results we presented in Section 3 and Section 4.

Guidelines:

e The answer [N/A] means that the abstract and introduction do not include the claims
made in the paper.

* The abstract and/or introduction should clearly state the claims made, including the
contributions made in the paper and important assumptions and limitations. A or
[N/A] answer to this question will not be perceived well by the reviewers.

* The claims made should match theoretical and experimental results, and reflect how
much the results can be expected to generalize to other settings.

* It is fine to include aspirational goals as motivation as long as it is clear that these goals
are not attained by the paper.

2. Limitations
Question: Does the paper discuss the limitations of the work performed by the authors?
Answer: [Yes]
Justification: We discuss the limitations and future work in Appendix B.16.
Guidelines:

* The answer [N/A] means that the paper has no limitation while the answer means
that the paper has limitations, but those are not discussed in the paper.

* The authors are encouraged to create a separate “Limitations” section in their paper.

* The paper should point out any strong assumptions and how robust the results are to
violations of these assumptions (e.g., independence assumptions, noiseless settings,
model well-specification, asymptotic approximations only holding locally). The authors
should reflect on how these assumptions might be violated in practice and what the
implications would be.

* The authors should reflect on the scope of the claims made, e.g., if the approach was
only tested on a few datasets or with a few runs. In general, empirical results often
depend on implicit assumptions, which should be articulated.

* The authors should reflect on the factors that influence the performance of the approach.
For example, a facial recognition algorithm may perform poorly when image resolution
is low or images are taken in low lighting. Or a speech-to-text system might not be
used reliably to provide closed captions for online lectures because it fails to handle
technical jargon.

* The authors should discuss the computational efficiency of the proposed algorithms
and how they scale with dataset size.

* If applicable, the authors should discuss possible limitations of their approach to
address problems of privacy and fairness.

* While the authors might fear that complete honesty about limitations might be used by
reviewers as grounds for rejection, a worse outcome might be that reviewers discover
limitations that aren’t acknowledged in the paper. The authors should use their best
judgment and recognize that individual actions in favor of transparency play an impor-
tant role in developing norms that preserve the integrity of the community. Reviewers
will be specifically instructed to not penalize honesty concerning limitations.

3. Theory assumptions and proofs

Question: For each theoretical result, does the paper provide the full set of assumptions and
a complete (and correct) proof?

Answer: [Yes]
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Justification: All assumptions are stated before the theorems. Due to space constraints, we
provide the complete proofs in Appendix A.

Guidelines:

The answer [N/A| means that the paper does not include theoretical results.

All the theorems, formulas, and proofs in the paper should be numbered and cross-
referenced.

All assumptions should be clearly stated or referenced in the statement of any theorems.

The proofs can either appear in the main paper or the supplemental material, but if
they appear in the supplemental material, the authors are encouraged to provide a short
proof sketch to provide intuition.

Inversely, any informal proof provided in the core of the paper should be complemented
by formal proofs provided in appendix or supplemental material.

Theorems and Lemmas that the proof relies upon should be properly referenced.

4. Experimental result reproducibility

Question: Does the paper fully disclose all the information needed to reproduce the main ex-
perimental results of the paper to the extent that it affects the main claims and/or conclusions
of the paper (regardless of whether the code and data are provided or not)?

Answer: [Yes]

Justification: We provide all necessary details for reproduction in Section 4 and Appendix

B.2.

Guidelines:

The answer [IN/A | means that the paper does not include experiments.

If the paper includes experiments, a answer to this question will not be perceived
well by the reviewers: Making the paper reproducible is important, regardless of
whether the code and data are provided or not.

If the contribution is a dataset and/or model, the authors should describe the steps taken
to make their results reproducible or verifiable.

Depending on the contribution, reproducibility can be accomplished in various ways.
For example, if the contribution is a novel architecture, describing the architecture fully
might suffice, or if the contribution is a specific model and empirical evaluation, it may
be necessary to either make it possible for others to replicate the model with the same
dataset, or provide access to the model. In general. releasing code and data is often
one good way to accomplish this, but reproducibility can also be provided via detailed
instructions for how to replicate the results, access to a hosted model (e.g., in the case
of a large language model), releasing of a model checkpoint, or other means that are
appropriate to the research performed.

While NeurIPS does not require releasing code, the conference does require all submis-
sions to provide some reasonable avenue for reproducibility, which may depend on the
nature of the contribution. For example

(a) If the contribution is primarily a new algorithm, the paper should make it clear how
to reproduce that algorithm.

(b) If the contribution is primarily a new model architecture, the paper should describe
the architecture clearly and fully.

(c) If the contribution is a new model (e.g., a large language model), then there should
either be a way to access this model for reproducing the results or a way to reproduce
the model (e.g., with an open-source dataset or instructions for how to construct
the dataset).

(d) We recognize that reproducibility may be tricky in some cases, in which case
authors are welcome to describe the particular way they provide for reproducibility.
In the case of closed-source models, it may be that access to the model is limited in
some way (e.g., to registered users), but it should be possible for other researchers
to have some path to reproducing or verifying the results.

5. Open access to data and code
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Question: Does the paper provide open access to the data and code, with sufficient instruc-
tions to faithfully reproduce the main experimental results, as described in supplemental
material?

Answer:

Justification: While the data are publicly available, the code is not included in the supple-
mental material at this stage. However, we provide comprehensive implementation details
in Section 4 and Appendix B.2 and algorithm in Appendix B.1 to ensure reproducibility.

Guidelines:

* The answer [N/A] means that paper does not include experiments requiring code.

* Please see the NeurIPS code and data submission guidelines (https://neurips.cc/
public/guides/CodeSubmissionPolicy) for more details.

* While we encourage the release of code and data, we understand that this might not

be possible, so is an acceptable answer. Papers cannot be rejected simply for not
including code, unless this is central to the contribution (e.g., for a new open-source
benchmark).

* The instructions should contain the exact command and environment needed to run to
reproduce the results. See the NeurIPS code and data submission guidelines (https:
//neurips.cc/public/guides/CodeSubmissionPolicy) for more details.

* The authors should provide instructions on data access and preparation, including how
to access the raw data, preprocessed data, intermediate data, and generated data, etc.

* The authors should provide scripts to reproduce all experimental results for the new
proposed method and baselines. If only a subset of experiments are reproducible, they
should state which ones are omitted from the script and why.

* At submission time, to preserve anonymity, the authors should release anonymized
versions (if applicable).

* Providing as much information as possible in supplemental material (appended to the
paper) is recommended, but including URLSs to data and code is permitted.
6. Experimental setting/details

Question: Does the paper specify all the training and test details (e.g., data splits, hyperpa-
rameters, how they were chosen, type of optimizer) necessary to understand the results?

Answer: [Yes]
Justification: We specify all training and test details in Section 4 and Appendix B.2.
Guidelines:

* The answer [N/A] means that the paper does not include experiments.

* The experimental setting should be presented in the core of the paper to a level of detail
that is necessary to appreciate the results and make sense of them.

 The full details can be provided either with the code, in appendix, or as supplemental
material.
7. Experiment statistical significance

Question: Does the paper report error bars suitably and correctly defined or other appropriate
information about the statistical significance of the experiments?

Answer:

Justification: We use fixed random seeds and deterministic configurations for all experiments
to ensure reproducibility. Therefore, error bars are not reported.

Guidelines:

* The answer [N/A] means that the paper does not include experiments.

* The authors should answer [ Yes] if the results are accompanied by error bars, confidence
intervals, or statistical significance tests, at least for the experiments that support the
main claims of the paper.

* The factors of variability that the error bars are capturing should be clearly stated (for
example, train/test split, initialization, random drawing of some parameter, or overall
run with given experimental conditions).
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8.

10.

* The method for calculating the error bars should be explained (closed form formula,
call to a library function, bootstrap, etc.)

* The assumptions made should be given (e.g., Normally distributed errors).

¢ It should be clear whether the error bar is the standard deviation or the standard error
of the mean.

* It is OK to report 1-sigma error bars, but one should state it. The authors should
preferably report a 2-sigma error bar than state that they have a 96% CI, if the hypothesis
of Normality of errors is not verified.

» For asymmetric distributions, the authors should be careful not to show in tables or
figures symmetric error bars that would yield results that are out of range (e.g., negative
error rates).

* If error bars are reported in tables or plots, the authors should explain in the text how
they were calculated and reference the corresponding figures or tables in the text.

Experiments compute resources

Question: For each experiment, does the paper provide sufficient information on the com-
puter resources (type of compute workers, memory, time of execution) needed to reproduce
the experiments?

Answer: [Yes]

Justification: We specify the hardware (2xA100 GPUs) and the training duration in Ap-
pendix B.2. Further details on computational overhead are provided in Appendix B.11.

Guidelines:

* The answer [N/A] means that the paper does not include experiments.

* The paper should indicate the type of compute workers CPU or GPU, internal cluster,
or cloud provider, including relevant memory and storage.

* The paper should provide the amount of compute required for each of the individual
experimental runs as well as estimate the total compute.

* The paper should disclose whether the full research project required more compute
than the experiments reported in the paper (e.g., preliminary or failed experiments that
didn’t make it into the paper).

. Code of ethics

Question: Does the research conducted in the paper conform, in every respect, with the
NeurIPS Code of Ethics https://neurips.cc/public/EthicsGuidelines?

Answer: [Yes]

Justification: We have reviewed the NeurIPS Code of Ethics and confirm that our research,
including data usage and methodology, adheres to all its guidelines.

Guidelines:

¢ The answer [N/A] means that the authors have not reviewed the NeurIPS Code of
Ethics.

e If the authors answer , they should explain the special circumstances that require a
deviation from the Code of Ethics.

* The authors should make sure to preserve anonymity (e.g., if there is a special consid-
eration due to laws or regulations in their jurisdiction).

Broader impacts

Question: Does the paper discuss both potential positive societal impacts and negative
societal impacts of the work performed?

Answer: [Yes]

Justification: We discuss the potential positive and negative societal impacts of our work in
Appendix B.17.

Guidelines:

* The answer [N/A] means that there is no societal impact of the work performed.
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11.

12.

o If the authors answer [N/A] or , they should explain why their work has no societal
impact or why the paper does not address societal impact.

» Examples of negative societal impacts include potential malicious or unintended uses
(e.g., disinformation, generating fake profiles, surveillance), fairness considerations
(e.g., deployment of technologies that could make decisions that unfairly impact specific
groups), privacy considerations, and security considerations.

* The conference expects that many papers will be foundational research and not tied
to particular applications, let alone deployments. However, if there is a direct path to
any negative applications, the authors should point it out. For example, it is legitimate
to point out that an improvement in the quality of generative models could be used to
generate Deepfakes for disinformation. On the other hand, it is not needed to point out
that a generic algorithm for optimizing neural networks could enable people to train
models that generate Deepfakes faster.

* The authors should consider possible harms that could arise when the technology is
being used as intended and functioning correctly, harms that could arise when the
technology is being used as intended but gives incorrect results, and harms following
from (intentional or unintentional) misuse of the technology.

* If there are negative societal impacts, the authors could also discuss possible mitigation
strategies (e.g., gated release of models, providing defenses in addition to attacks,
mechanisms for monitoring misuse, mechanisms to monitor how a system learns from
feedback over time, improving the efficiency and accessibility of ML).

Safeguards

Question: Does the paper describe safeguards that have been put in place for responsible
release of data or models that have a high risk for misuse (e.g., pre-trained language models,
image generators, or scraped datasets)?

Answer: [N/A]
Justification: We use only existing, publicly available datasets.
Guidelines:

e The answer [N/A] means that the paper poses no such risks.

* Released models that have a high risk for misuse or dual-use should be released with
necessary safeguards to allow for controlled use of the model, for example by requiring
that users adhere to usage guidelines or restrictions to access the model or implementing
safety filters.

* Datasets that have been scraped from the Internet could pose safety risks. The authors
should describe how they avoided releasing unsafe images.

* We recognize that providing effective safeguards is challenging, and many papers do
not require this, but we encourage authors to take this into account and make a best
faith effort.

Licenses for existing assets

Question: Are the creators or original owners of assets (e.g., code, data, models), used in
the paper, properly credited and are the license and terms of use explicitly mentioned and
properly respected?

Answer: [Yes]

Justification: All existing assets (datasets and backbone models) are properly cited in Section
4. And we use them only for academic research in compliance with their original licenses
and terms of use.

Guidelines:
* The answer [N/A] means that the paper does not use existing assets.

* The authors should cite the original paper that produced the code package or dataset.

* The authors should state which version of the asset is used and, if possible, include a
URL.

* The name of the license (e.g., CC-BY 4.0) should be included for each asset.
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14.

15.

* For scraped data from a particular source (e.g., website), the copyright and terms of
service of that source should be provided.

 If assets are released, the license, copyright information, and terms of use in the
package should be provided. For popular datasets, paperswithcode.com/datasets
has curated licenses for some datasets. Their licensing guide can help determine the
license of a dataset.

* For existing datasets that are re-packaged, both the original license and the license of
the derived asset (if it has changed) should be provided.

* If this information is not available online, the authors are encouraged to reach out to
the asset’s creators.
New assets

Question: Are new assets introduced in the paper well documented and is the documentation
provided alongside the assets?

Answer: [N/A]

Justification: This paper does not release new datasets or code assets as part of the current
submission.

Guidelines:

» The answer [N/A] means that the paper does not release new assets.

* Researchers should communicate the details of the dataset/code/model as part of their
submissions via structured templates. This includes details about training, license,
limitations, etc.

* The paper should discuss whether and how consent was obtained from people whose
asset is used.

At submission time, remember to anonymize your assets (if applicable). You can either
create an anonymized URL or include an anonymized zip file.
Crowdsourcing and research with human subjects

Question: For crowdsourcing experiments and research with human subjects, does the paper
include the full text of instructions given to participants and screenshots, if applicable, as
well as details about compensation (if any)?

Answer: [N/A]
Justification: This work does not involve crowdsourcing nor research with human subjects.
Guidelines:

* The answer [N/A] means that the paper does not involve crowdsourcing nor research

with human subjects.

* Including this information in the supplemental material is fine, but if the main contribu-
tion of the paper involves human subjects, then as much detail as possible should be
included in the main paper.

* According to the NeurIPS Code of Ethics, workers involved in data collection, curation,
or other labor should be paid at least the minimum wage in the country of the data
collector.

Institutional review board (IRB) approvals or equivalent for research with human
subjects

Question: Does the paper describe potential risks incurred by study participants, whether
such risks were disclosed to the subjects, and whether Institutional Review Board (IRB)
approvals (or an equivalent approval/review based on the requirements of your country or
institution) were obtained?

Answer: [N/A]
Justification: This research does not involve human subjects.
Guidelines:

* The answer [N/A] means that the paper does not involve crowdsourcing nor research
with human subjects.
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* Depending on the country in which research is conducted, IRB approval (or equivalent)
may be required for any human subjects research. If you obtained IRB approval, you
should clearly state this in the paper.

* We recognize that the procedures for this may vary significantly between institutions
and locations, and we expect authors to adhere to the NeurIPS Code of Ethics and the
guidelines for their institution.

* For initial submissions, do not include any information that would break anonymity (if
applicable), such as the institution conducting the review.

16. Declaration of LLLM usage
Question: Does the paper describe the usage of LLMs if it is an important, original, or
non-standard component of the core methods in this research? Note that if the LLM is used

only for writing, editing, or formatting purposes and does not impact the core methodology,
scientific rigor, or originality of the research, declaration is not required.

Answer: [N/A]

Justification: The core method in this research does not invovle LLMs as an important,
original, or non-standard component.

Guidelines:

* The answer [N/A] means that the core method development in this research does not
involve LLMs as any important, original, or non-standard components.

* Please refer to our LLM policy in the NeurIPS handbook for what should or should not
be described.
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